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12.1 Introduction
The largest machine readable network graph on earth may be the structure created when web
pages link to one another. The tens of billions of pages on the World Wide Web can each be
seen as a vertex in a graph whose edges are URL hyperlinks connecting one page to another.
These hyperlinks may point to other pages on the same website or to sites of other organizations,
companies, institutions and nations. The result is literally a web of connections that is often
mentioned but rarely seen. The network of related websites, although based on basic “Web 1.0”
technologies, represents important social, economic and institutional relationships that can reveal
significant insights for researchers, policy makers and corporate strategists. Additionally, many
Web 2.0 technologies such as Blogs, wikis, and social sharing sites such as Delicious include
hyperlink networks that can be captured using website crawling tools. Collecting, analyzing and
visualizing these networks is now more accessible than ever before.
For most companies or institutions, the primary medium for building a web presence is still the
venerable Web 1.0 website. Organizational websites now often have Web 2.0 features,
incorporating, for example a blog site or other features for customer engagement, but the
mainstay of the typical organizational website are features that are hallmarks of the Web 1.0 era:
text content (including meta tags) describing the organization ("who we are") and hyperlinks to
other parts of the website ("internal" links) and to pages outside of the website ("external" links).
This chapter is about quantifying and understanding an organization's web presence as
constructed via connections within and beyond their websites: we refer to this variously as
organizational/Web 1.0/static web presence. The use of the term static web presence refers to
the fact that such websites are typically not designed to be regularly updated (unlike a blog) and
in particular, there isn't directly created user- or consumer-generated content. For most
organizations their Web 1.0 web presence is not everything, but simply a (we argue, still
incredibly important) component of overall organizational web presence. Other components of
1 I would like to thank Lin Chen for assisting in the development of the VOSON Data Provider for NodeXL, and
Susannah Sabine for research assistance.
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an organization's overall web presence e.g. discussion fora, Twitter feeds, Facebook, Flickr and
YouTube (among others) are increasingly important, and are addressed in Chapters 9, 10, 11, 13,
and 14 respectively. Unlike the other chapters in this volume that focus on networks that link
people to other people, this chapter focuses on relationships between organizations and
institutions. Other sources of network data exist in the World Wide Web, notably text content
can be used to create semantic networks of related concepts, but this chapter focuses on the
lessons that can be learned from exploring the hyperlink network alone. More advanced
approaches integrate these various sources of network data.
Managers of institutional websites need to know a great deal about their sites. Does the look of
the site match corporate brand presence? Does the structure of the site make it easy for
customers to find the information they need? What are the traffic metrics (which pages do
people go to?, how long do they stay?, where do they come from?). Website analytics tools such
as Google Analytics provide a significant amount of this information and are invaluable to web
designers and marketers. However, current versions do not adequately address where your
website sits within the larger constellation of websites relevant to the organization. For example,
analytic tools typically list which sites link your website, but not how the linking sites are
connected to one another.
We all know the business mantra "If you can't measure it, you can't improve it" but up till now, it
has been difficult for the typical organization wanting to understand its web presence to collect
or represent hyperlink networks in a simple manner. This chapter demonstrates new, simple
tools and methods that make hyperlink network analysis into a process similar to making a chart
in Excel. This chapter is not about search engine optimization (ensuring website is accessible to
the Google web crawler2) and it is certainly not about setting up link farms or other questionable
techniques to improve Google or other search engine rankings. It is about using technology to
enable organizations to quantitatively map their online presence and gain actionable information
on improving their web presence.
Collecting and analyzing hyperlink network data allows you to answer the following types of
questions: How does your organizational web presence compare with your "offline" brand
presence (does your corporate website command the position in cyberspace that matches your
position in the industry)? If your company has several brands or divisions, how does the web
presence of each compare (does the web presence of each brand or division reflect its marketing
budget allocation)? How has your organizational web presence changed over time? E.g., was a
marketing initiative successful in getting new sites to link to yours? Hyperlink data can also be
used to unobtrusively and ethically map and monitor competitive business positions, providing
actionable information on the competitive online landscape in which your business operates: how
does your organizational web presence compare with that of your competitors? E.g, who is
connected to them that you may want to develop relationships with? Hyperlink data can also
2 A web crawler is a piece of software that automatically browses a website, following internal deeper into the site
and external links outward to other sites, downloading each page that it encounters.
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help you identify new competitors. If you are entering a new market, it can give you a sense of
who the current players are and how they are related.
12.2 Hyperlink networks
Hyperlinks are regarded as the "essence" of the web (e.g. Jackson, 1997) - they are what make
the WWW a web, a network of connected pages linked by URLs that point at other pages.
Hyperlinks are a significant kind of currency: how many times have you been happy to find that
another website links to your site, or disappointed when looking through a list of "important
links" on another website and found that your site does not feature? Although hyperlinks are
recognized as important, they are not well understood and until recently, could not be easily
explored more than one link at a time. This section outlines the theoretical and methodological
challenges of organizational hyperlink analysis. The remainder of the chapter provides a stepby-step guide to analyzing an organization’s website network and neighborhood using NodeXL.
12.2.1 Theory of hyperlinking
On one level, the web can be conceived of as a vast electronic library of hyperlinked documents.
However Jackson (1997) notes that "Once we become critical of the assumption that the Web is
a neutral repository of information, the structure of the Web becomes much more interesting".
Hyperlink networks serve important organizational functions. A hyperlink network is not simply
a network in a mechanical or metaphorical sense, but an organizational network that is amenable
to the application of formal social network analysis (SNA) techniques. However in order to
regard a hyperlink as a tie directed from one organization to another, we first need to say
something about what motivates an actor to create a hyperlink to link to another page or site, and
the benefits of receiving a hyperlink.
There are many potential reasons for an organization to create a hyperlink to another
organization; as Thelwall (2006) notes, there is no single ‘Theory of Hyperlinking’. Hyperlinks
can confer authority or endorsement (Kleinberg 1999) and reflect trust (Davenport and Cronin
2000). Of course sites can also link to other sites when criticizing them, and thus a hyperlink can
reflect a "negative affect" relation. Rogers and Marres (2000) emphasize the role of hyperlinks
in organizational communicative and strategic behavior and Park, Kim and Barnett (2004) focus
on their role in organizational alliance building and message amplification, helping to create a
sense of “critical mass” for a particular message or viewpoint.
Receiving hyperlinks from other sites is important because it can convey trust and can help drive
traffic to your site. Inbound links are important in driving traffic to your site for two primary
reasons. First, the more inbound hyperlinks from other relevant websites, the greater the number
of "pathways" that people who matter to your organization (e.g. customers) can follow to your
site. Second, the number of relevant inbound hyperlinks is a primary determinant of a site's
ranking on search engines such as Google (e.g. Hindman et al 2003). As put by Hindman et al
(2003) website retrievability is an absolute concept: at a given point in time, the content on my
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personal website is either retrievable (if the site is operating) or not retrievable (if the site is not
operating), and will be just as retrievable for the marginal viewer as that of Microsoft's corporate
website (assuming both sites are operational). Website visibility, however, is relative, and is
largely determined by the number of inbound hyperlinks from other relevant websites,
particularly highly ranked ones.
A larger number of relevant inbound hyperlinks will generally mean more eyeballs viewing your
website content and for most organizations, this will be regarded as a positive thing. However,
the important word in this sentence is "relevant". It's not just the raw quantity of inbound
hyperlinks that is important for your organization's web visibility, but who they are from. Most
organizations don't simply want to know how many hyperlinks point to them: they want to know
WHO links to them, and how important these websites are in the network. In short they want
construct a complete network that is relevant to their organization, and to monitor it over time.
But how to even start this process? We can distinguish two attributes of the "linker" that will be
important. First, there are the graph-theoretic attributes i.e. what is the position in the web
network graph of the site that is linking to your site? In terms of web visibility it will be
important to garner inbound links from other sites that are themselves visible or prominent
within the overall hyperlink network. As seen in Chapter 3 and 5, there are many different
measures of network centrality that can be computed. For example, it might be important for
you to be linked to by a site that itself has many inbound links (high in-degree centrality) or one
with links to others who have high in-degree centrality (eigen-vector centrality).
Second, there are the non-graph theoretic attributes of sites directing (or not directing) hyperlinks
to your website. For example, you might be aware of particular websites in your industry or
field that are highly important for you to be linked to by, regardless of their network position in
the web network graph.
Even for those who are aware of the importance of network structures and their organization’s
location within them, the challenge has been a practical one: how to get the data and process it in
a simple and end-user manageable way. Now that we have sketched out a conceptual framework
for hyperlinking, we turn to the remaining methodological challenges of collecting hyperlink
data and computing network measures of web visibility. Once created, these maps of local web
network spaces can then be interpreted to provide actionable insights into how to improve web
visibility.
12.2.2 Methodological issues
There are three fundamental and interrelated methodological questions that need to be answered
in analyzing any social network: what are the nodes or vertices, what are the network ties or
edges, and what are the boundaries to the network.3 In the context of hyperlink networks, while
3 See Lusher and Ackland (2010) for a detailed discussion of methodological issues associated with conducting
statistical SNA with hyperlink network data.
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each of these aspects will be informed by the particular research question that is being posed, the
following are some general points.
With regards to the nodes in a hyperlink network, the situation is more complicated than with
offline social networks, and even other types of online social networks. In a friendship network for example in a school - the nodes are obviously people. Identifying the nodes in a Twitter
network (Chapter 10) and Facebook network (Chapter 11) is similarly fairly straightforward
since each user account in these social media environments are typically associated with
individuals. However Web 1.0 hyperlink networks may be populated by nodes that are not
homogenous in type. For example, it is very easy to construct a hyperlink network where nodes
will represent organizations such as universities, government departments, companies, nongovernment organizations (NGOs) - these are the websites of entities that have an offline or realworld presence. But additionally, there may be nodes that represent entities that have no offline
presence i.e. they only exist on the web. Examples are: portals (sites that provide organized lists
of links to other sites), informational sites (sites that aim to provide commentary or insight on a
particular topic and links to relevant resources), online businesses (that have no offline
counterpart), websites operated by individual people, vanity websites (websites that have been
set up to promote a brand, or movie) and the popular special form of web pages known as blogs.
Your decision as to what types of sites to include in your network is dependent on the type of
analysis that you are conducting. In some situations it will make sense to prune the network so
that it only contains nodes representing organizations that exist offline. In other situations it may
be desirable for the hyperlink network to be an accurate representation of what exists on the web
i.e. to include all websites found by the web crawler, regardless of their type.
Let's assume that you want to construct a hyperlink network that is relevant to your organization
and you have decided that you will only include those nodes that represent other organizations
that have an offline or real-world presence i.e. you are going to prune sites such as portals,
informational sites, online businesses etc. Even in this simplified situation, you will be
confronted with further complications that are particular to hyperlink network analysis.
Ideally, the nodes in your organizational hyperlink network will typically represent the entire
(Web 1.0) web presence of each organization, that is, websites, or parts of websites, rather than
individual web pages. Hence the hyperlink network will need to be populated with meta-nodes
representing clusters containing the entire web presence of each organization in the network,
rather than dozens or perhaps hundreds or thousands of nodes reflecting the individual pages in
each site. This can be achieved algorithmically by grouping together all pages from a particular
hostname. However, sometimes an organization's web presence may be reflected in multiple
hostnames e.g. different domain names reflecting, for example, international business presence
(www.mycompany.com, www.mycompany.com.au) or different sub-domains
(brand1.mycompany.com, brand2.mycompany.com) or different sub-sites (e.g.
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www.mycompany.com/brand1, www.mycompany.com/brand2).4 In order to accurately measure
the web presence of the entire organization all the identified pages from these domains, subdomains and sub-sites will need to be properly grouped together. While a lot of this processing
can be done automatically, there will typically still need to be some input from the analyst in
order to accurately identify the nodes in the hyperlink network that should be grouped together.
The second methodological question to answer before conducting hyperlink network analysis is:
what are the network ties?5 Assume the simplest case of two organizations whose web presence
is reflected in single websites. Even in this simple situation there are several possibilities as to
what could constitute a network tie. If the website of organization A contains a hyperlink to the
website of organization B, then this could be interpreted as a network tie and it would lead to
creating a directed edge in the hyperlink network. But you might be more interested in only
recording a network tie if the hyperlinks are reciprocated (A links to B, and B links to A),
leading to an undirected, symmetric hyperlink network. Finally, you might want to attach values
or weights to the network ties reflecting, for example, the number of hyperlinks directed from A
to B (one could argue that more hyperlinks reflect a stronger network relationship) or the depth
in the website where the hyperlink was embedded (one could argue that a hyperlink from the
homepage of A has more significance than if it is buried deep within the website).6
Since a hyperlink can mean different things it is important that hyperlink networks be
constructed such that each hyperlink can be interpreted in the same way. A working assumption
here is that there is a certain level of automation in the data collection: analysts won't be able to
go to each page where there is a hyperlink and check the page content to ascertain the context or
meaning of the hyperlink. In the absence of manual checks into the context or meaning of a
hyperlink, a straightforward way of ensuring this consistency in the meaning of hyperlinks is to
ensure that the network actors are homogenous. Lusher and Ackland (2010) construct a network
of websites of organizations who advocate on behalf of refugee and asylum seekers in Australia.
The fact that the network was restricted to these types of actors meant that the authors could
interpret the existence of a hyperlink using a collective action framework i.e. the actors were
hyperlinking to other organizations who shared their concern for the plight of refugees and
asylum seekers in Australia and are working towards this cause. Lusher and Ackland
purposefully excluded government sites from the network since the existence of a hyperlink from
4 Note that sub-sites can cause a further problem: it may be that two or more organizations in your hyperlink
network have websites that are commercially hosted (for example by Geocities) and in such a situation, you need
to be careful that these websites are not merged into a single node e.g. www.geocities.com.
5 Note that the following discussion focuses on collecting and analyzing hyperlinks between rather than within
websites i.e. the focus is on external rather than internal hyperlinks. In many situations internal hyperlinks are
only used so that the web crawler can find additional pages within the site where there might be external
hyperlinks. However, internal hyperlinks may have analytical value in some situations e.g. a government
department may want to know the connections between divisions within the organizational website. Also, the
example of the Wikipedia network presented in Chapter 15 involves internal hyperlinks between different
Wikipedia pages.
6 Similarly, it may be that a link directed to a page that is deep within the website is valued more highly than a
generic link to a top-level page.
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a refugee advocacy site to a government site could reflect criticism of government policy, and
the selection of nodes thus ensured that hyperlinks were likely to represent positive affect.
The final methodological question to address is: what are the boundaries to the hyperlink
network? Network boundaries will often be settled by choice of type of node, but a complication
with constructing hyperlink networks (compared with offline networks) is that it might not be
possible to use familiar boundaries like geography to define the limits of a web hyperlink
network. In an offline friendship network the boundary might be the school (or classroom) i.e. if
a student has a friendship with someone outside the school, then this friendship will not be
counted. However such geographical or physical boundaries do not necessarily exist or make
sense in the "borderless" terrain of the web.
In some situations, geography might be helpful in determining hyperlink network boundaries.
Lusher and Ackland (2010), for example, only included the websites of Australian-based
organizations who are involved in refugee and asylum seeker advocacy. However even in such a
situation where an obvious network boundary can be used, the analyst may still be faced with the
problem of discovering all of the units of observation (nodes) that exist within the boundaries
and (if necessary) drawing an appropriate sample of nodes. Lusher and Ackland used a snowball
sampling approach to discover relevant websites - starting with an initial list of known relevant
sites and then crawling these in an attempt to find additional relevant sites - but unless the
analyst has available a sampling frame this process is problematic as you will never know if you
have included all relevant websites into the hyperlink network.7
12.3 The VOSON Data Provider
The VOSON Data Provider is a NodeXL data import plug-in for the collection and analysis of
hyperlink network data, and provides a front-end to a data collection and processing service that
is part of the Virtual Observatory for the Study of Online Networks (VOSON) System.8 This
data collection and processing service consists of a web crawler that crawls "seed sites"
nominated by the user, extracting hyperlinks to other sites. The service also finds (via a query to
the Yahoo API9) inbound hyperlinks to a given seed site.
There are other tools for collecting and analyzing hyperlink data that are available, most notably
(since they are freely available and used quite extensively in the social sciences), Issuecrawler10
7 This problem is obviously compounded if you are including sites that do not necessarily have an offline presence
into the network.
8 The VOSON System is a web-based e-Research tool for the collection and analysis of hyperlink networks, which
was initially developed under an Australian Research Council-funded grant titled "New Methods for
Researching the Existence and Impact of Political Networks on the WWW" (Robert Ackland and Rachel
Gibson). The VOSON System has been used for studying the hyperlink networks formed by political parties
(Ackland and Gibson 2004), the nanotechnology industry (Ackland et al. 2010) and advocates of refugee and
asylum seekers in Australia (Lusher and Ackland 2010). See the VOSON Project website
(http://voson.anu.edu.au) for more details.
9 http://developer.yahoo.com
10 http://www.issuecrawler.net
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(e.g. Rogers 2009) and LexiURL Searcher/SocSciBot11 (e.g. Thelwall 2009). What makes the
combination of VOSON and NodeXL different is that it is a specialized hyperlink research
service (VOSON) available as a plug-in service within a client-side network analysis and
visualization software framework (NodeXL). The result is a remarkable ease of use for nonprogrammers to engage in complex data collection, scrubbing, analysis, visualization and
interpretation tasks.
Other chapters in this volume provide examples of the NodeXL client creating a data connection
to a social media service via an API. These other services (YouTube, Flickr, Facebook, Twitter)
are themselves social media platforms, while VOSON is a research service that is designed to
enable research into hyperlinks. VOSON itself is not a social media platform, but a tool for
gathering information about other websites and connections. VOSON is part of an emerging
trend towards "boutique" services aimed at mapping selective parts of cyberspace (Spinn3r12 for
the blogosphere is another example of this type of service).
Integrating VOSON with NodeXL reflects a growing demand for independent, specialized and
distributed research resources being made available to end users via web services and a client
platform (in this case, NodeXL). This is what was envisaged by the cyber infrastructure program
in the US and related e-Science programs in the UK, Europe, Australia and elsewhere (see, for
example, Dutton and Jeffreys 2010).
12.4 VOSON Data Provider example 1: Who links to my organization's website?
There are two basic ways to create a hyperlink network using the VOSON Data Provider. Either
you already have a set of seed sites (e.g. the URLs of brands that are owned by your company, or
the URLs of the corporate websites of your company – or competitor’s websites) or you have a
term or phrase (or a series of these) that describes the field, industry or sector that you want to
map. This section illustrates the former approach (we will use a single seed site - the VOSON
Project site, http://voson.anu.edu.au), while the next section shows how to map the hyperlink
network of a field, industry or sector.
Typically, you know who you link to via your organization's website - this can be found by
simply looking through the website and noting the external hyperlinks (note: this might not be
easy to establish with very large websites, but let's assume your website is reasonably small).
But do you know who links to your organization's website? This exercise is about constructing a
hyperlink network map that is relevant to your organization - in social network analytic terms,
we would describe it as an ego network, where your organization is the "ego" and you identify
your alters, the sites that are connected to your site, and the connections between them.

11 http://lexiurl.wlv.ac.uk
12 http://www.spinn3r.com
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12.4.1 Preliminaries
The most recent version of VOSON Data Provider is available from
http://www.uberlinkcorp.com. The plug-in consists of a single DLL file which will be named
NodeXL_VOSON_Spigot_x.dll (where the 'x' refers to the version number). To install the
VOSON Data Provider, you simply need to download the DLL file and place it in the following
folder (assuming you have installed Excel 2007 on your c drive): ``c:\Program Files\Microsoft
Research\Microsoft NodeXL Excel Template\PlugIns''. You will then need to close down
NodeXL (if it was running) and restart it.
Selecting the NodeXL Data menu item 'Import->From Web 1.0/Blog Network (via VOSON)'
will bring up the VOSON login dialog (Figure 12.1). If you don't already have a VOSON user
account, then you need to go to the VOSON Project website (http://voson.anu.edu.au) and apply
for an account.
Figure 12.1: NodeXL Data Import 'VOSON login' dialog

Note: The VOSON Data Provider for NodeXL will only work if you are connected to the
internet.
Once you have your VOSON user account details (username and password) enter them in the
login dialog and press the button labeled 'Log on'. A successful login to the VOSON System
will result in the 'Select existing or build new VOSON network' dialog being shown (Figure
12.2). The select network dialog provides a listing of all the VOSON databases that are available
to you - these are stored on the VOSON server (if you have just created a VOSON user account,
you will only have access to tutorial or test databases).

Figure 12.2: NodeXL 'Select existing or build new VOSON network' dialog
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The “Select existing or build new VOSON network” dialog in Figure 12.2 lists a single VOSON
database, with the following meta-data:
•

name - the name of the database. The tutorial database is called "testdbAN".

•

project - this refers to a collection of users who can share data with one another. By
default, you will belong to two projects: tutorial (all users belong to this) and a project
named after your username (only you will belong to this). The testdbAN database
belongs to the ``tutorial'' project.

•

size - this is the number of nodes (web pages) in the network

•

date created - when the database was created

•

comment - users can optionally enter a comment when a VOSON database is created (for
example, giving an explanation of what types of seed websites the database contains)

The select network dialog has the following six buttons:
•

About - to get information on the VOSON Data Provider for NodeXL

•

Refresh - to get an update of the VOSON databases that are available, and their meta data

•

Import network - to import the selected network into NodeXL. This button will be
disabled (grayed out) unless you have selected a VOSON database from this dialog.

•

Build new - press this button to build a new VOSON database (see below for details)

•

Delete - pressing this button will permanently delete the selected VOSON database

•

Add seed sites - press this button to add seed sites to your VOSON database (see below
for details). This button will be disabled unless you have selected a VOSON database.

12.4.2 Constructing your own hyperlink network using the VOSON Data Provider
There are four steps involved with constructing your own hyperlink network using the VOSON
Data Provider:
•

create the new VOSON database (including setting the parameters for the web crawl)

•

input seed sites into the VOSON database

•

import the VOSON database into NodeXL (after the crawler has run)

•

add more seed sites
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Pressing on the 'Build new' button in the select network dialog will bring up the 'Create VOSON
database' dialog (Fig 12.3).
Figure 12.3: NodeXL 'Create VOSON database' dialog

There are four main parameters or features that you can set via this dialog:
•

database name - choose a name for your database. Note that your database name should
only contain letters from the alphabet and/or numbers. Database names are case sensitive
and cannot include an underscore ``\_'' or space.

•

comment - optionally enter a comment describing the new database

•

parameters for inbound crawl - if you check the ``Crawl inbound'' checkbox, the VOSON
System will find what other sites link to the seed sites you have entered into your
database (entering seed sites is discussed below) i.e. it will find inbound hyperlinks. If
you choose to ``crawl inbound'', then you have the option to determine the upper limit on
the number of inbound hyperlinks found for each seed site, before the crawler stops
working on that seed site. You can set the crawler to stop crawling a given seed site after
10, 100 or 1000 inlinks have been discovered.

•

parameters for outbound crawl - if you check the ``Crawl outbound'' checkbox, the
VOSON System will find what other sites are linked to by the seed sites i.e. it will find
outbound hyperlinks. If you choose to ``crawl outbound'', then you can control when the
crawler will stop crawling each seed site. You can set the crawler to stop when the first
of the following conditions is met: (1) X out links (or out bound hyperlinks) have been
discovered (where X can be 10, 100 or 1000); (2) X ``unproductive pages'' have been
crawled, where an unproductive page is a page that does not return any new outbound
hyperlinks (i.e. hyperlink that have not already been discovered) and X can be set to 5, 10
or 25; (3) the website has been crawled to a depth of X pages (where X can be 1, 10 or
50). If you choose to crawl outbound, then you also have the option to get the VOSON
System to collect favicons for the seed sites (the ``Collect favicon.ico'' checkbox). A
favicon is a small bitmap associated with a particular website or webpage; most web
browsers will display the favicon (if it exists) in the address bar and next to the URL in
the list of bookmarks.13 The following is the favicon from the Wikipedia site:

13 See http://en.wikipedia.org/wiki/Favicon for further details.
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Note: it is important to set the web crawl parameters carefully. Web crawling is a resourceintensive (bandwidth and processor cycles) activity so we want to avoid collecting data that you
don't actually need. Further, presently it is not possible to change the web crawl parameters
after you have created the VOSON database - so choose carefully! If you are just testing out the
service, please set the crawl parameters to a shallow crawl e.g. so the crawler stops after
crawling a single page on each seed site.
After setting the parameters for the crawler, press the 'Create database' button - the Create
VOSON database dialog will disappear and you will see the select network dialog, with your
new database. Note: the letters ``AN'' (which stand for "analysis") are automatically appended
to the VOSON database name. So, the system or hidden database is the name that you entered
in the Create database dialog, while the visible database that you see in the select networks
dialog has the name of the system database, plus ``AN'' appended.
Figure 12.4 shows the select network dialog after the user "rob" created a new VOSON database
(the size of the database is 0, because seed sites have not yet been entered and the crawler has not
yet run). The new VOSON database was created with the following parameters: database name
= "vosonEgo" (the VOSON System has automatically appended "AN'' to this name); comment =
"egonet for voson.anu.edu.au"; 'crawl inbound checkbox' checked with the maximum number of
inlinks set to 1000; 'crawl outbound checkbox' checked with the maximum number of outlinks
set to 100, maximum number of unproductive pages set to 25 and maximum depth of crawl set to
10; 'collect favicon.ico' checkbox checked. With these settings, the VOSON System will find up
to 1000 inbound hyperlinks to the seed sites and will stop crawling each seed after the following
occurs: 100 outbound (internal) hyperlinks are discovered, 25 unproductive pages (pages not
returning new external links) have been crawled or 10 pages have been crawled. The crawler
will collect the favicon of each seed site, if available.

Figure 12.4: NodeXL 'Select existing or build new VOSON network' dialog after a

new database has been created

Now you have created your VOSON database, but it does not yet contain any seed sites. To
input seed sites into the VOSON database, press the "Add seed sites" button in the select network

Draft (February 11, 2010)

Chapter 12: WWW Hyperlink Networks

12

dialog (when you have selected the row for your new VOSON database). This will bring up the
``Add seed sites to VOSON database'' dialog (Figure 12.5).
Figure 12.5: NodeXL 'Add seed sites to VOSON database' dialog

There are two ways you can choose seed sites: manually inputting seeds and searching for seeds.
This example demonstrates the manual approach, while the next section illustrates searching for
seed sites.
To extract the “ego network” of the VOSON Project website "voson.anu.edu.au" in the "New
seed site(s)" textbox of the add seed sites dialog. An ego network will place the VOSON
website at the center of a collection of other websites to which it links. The "Add seed(s)" button
will then become active - press this and the add seed sites dialog will update to show you that
"http://voson.anu.edu.au" has been successfully entered as a seed site, and is scheduled for
crawling (Figure 12.6). Note that you can enter multiple seed sites simultaneously by putting
each seed URL on a separate line in the "New seed site(s)" textbox of the add seed sites dialog.
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Figure 12.6: NodeXL 'Add seed sites to VOSON database' dialog after entering
voson.anu.edu.au as seed site

After completing the entry of seed sites, you can close the add seed sites dialog and wait for the
VOSON System to automatically crawl the seed(s). Note that the data collection process will not
happen instantly and may take between 15 minutes to an hour for an average size database - the
exact time taken to collect and process the hyperlink data will depend on the number of seeds
you have entered and how many other users are concurrently accessing the web crawler. Also,
you do not need to keep NodeXL running while you are waiting for the VOSON database to be
constructed (you don't even need to remain connected to the Internet). You will be sent an email
(to the email address you used to register for a VOSON account) when the crawler has finished
and your database is ready to use in NodeXL.
Once you have received the email indicating that the VOSON database is ready for use, press the
"Refresh" button on the "Select existing or build new VOSON network" dialog (assuming that
you kept NodeXL running while the VOSON database was being prepared, otherwise select the
NodeXL Data menu item 'Import->From Web 1.0/Blog Network (via VOSON)' which will bring
up the VOSON login dialog (Figure 12.1) again. The dialog should update to show that there are
84 nodes in the "vosonEgoAN" VOSON database, indicating that the seed site
http://voson.anu.edu.au is connected to 83 other sites.14
14 Note that this example was conducted in January 2010; even if you follow this example exactly (in terms of the
seed site and the parameters for the crawl) you will most likely get a different number of nodes. This is a
reflection of the dynamic nature of the web - by the time you follow this example, the VOSON Project site will
have changed and new sites may be listed by Yahoo as linking to the VOSON Project site.
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To import the vosonEgoAN VOSON database into NodeXL, select this database in the select
VOSON network dialog and then press the "Import network'' button. After a short delay (this
will depend on the speed of your internet connection and the size of the network), the "Select
existing or build new VOSON network" dialog will disappear and you will see that the network
has been imported into the NodeXL Edges and Vertices worksheets. Press the "Refresh Graph''
button to display a visualization of the network. Figure 12.7 shows the vosonEgoAN network in
NodeXL, using the Fruchterman-Reingold layout algorithm.

Figure 12.7: NodeXL visualization of a VOSON map of the http://voson.anu.edu.au
website (ego) connected to 83 other websites (alters)

The network map presented in Figure 12.7 is not particularly interesting (unless you like
porcupines). One easy enhancement involves making use of the vertex attribute data that is
imported by the VOSON Data Provider. In the Vertices worksheet you will see that the
following columns have been added:15
•

Ringset - this has the value 1 for seed sites, and 2 for non-seeds.16

15 In future versions of the VOSON Data Provider, more vertex attributes will be imported into NodeXL.
16 Note, the term "ringset" comes from the idea that a network can be structured as concentric rings with the seed
sites in the first ring, sites discovered from crawling the seed sites in the second ring and so on.
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•

Country Code TLD - this takes the numeric value matching the country code top-level
domain (TLD) which is automatically extracted from the hostname. For example, ".au"
is 15, ".de" is 55, and ".uk" is 225. When a hostname does not include a country code
TLD, this value is set to 0.

•

Generic TLD - this takes the numeric value matching the generic TLD, automatically
extracted from the hostname. For example, ".edu" (and variants such as ".ac") is 12,
".org" is 9 and ".com" (and variants such as ".co") is 3. When a hostname does not
include a generic TLD, this value is set to 0.

To set the vertex color to match generic TLD, an Excel VLOOKUP function is used, with the
following mapping: 0 (not defined) - gray, 3 (".com" and variants) - red, 8 (".net") - brown, 9
(".org") - blue, 11 (".gov" and variants) - green, 12 (".edu" and variants) - turquoise. The result
is a graph with more information (Figure 12.8) - it is immediately apparent from this that while
the VOSON Project website is an academic site, it connects to a wide range of other sites in
terms of generic TLD. By selecting the Vertices worksheet and sorting on the Color column, it
was found that the VOSON Project site connects to: 29 .edu sites, 26 .com sites, 13 .org sites,
7 .net sites, 1 .info site, and 7 sites that do not have a generic TLD.
Figure 12.8: NodeXL visualization of the 1 degree VOSON hyperlink network with

vertex color matching generic TLD

The most immediately useful and interesting information about this network can be gained by
looking at the Edges worksheet - from here it is possible to see exactly what sites are directing
hyperlinks to the VOSON Project site. By sorting on the Vertex 2 column in the Edges
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worksheet one can quickly see that 67 pages link to http://voson.anu.edu.au.17 As the VOSON
Project leader (and maintainer of the project website which has been operational since 2005),
reading through this is a fascinating exercise, with reactions ranging from "Wow, X links to us!
Do we link to them?" to "Who on earth is Y, and why are they linking to us?" to "Come on! Z
know about the VOSON Project and actively maintain their own related site, so why aren't they
linking to us? After all, we link to them!".
While it is possible to work through the list of pages that link to your site, opening selected web
pages in your browser to find out who they are (if you don't already know), this will not be
feasible if you have hundreds, thousands or more inbound hyperlinks. A more efficient way of
discovering more about who is linking to your site is to conduct a second round of data
collection by "promoting" the discovered sites so they themselves become seed sites and are thus
crawled by the VOSON System (so as to find out who else they link to, and who links to them).
By doing this, you can leverage the power of the network to discover more about who you are
connected to in cyberspace.
The following 15 seeds were added to the VOSON database via the add seeds dialog18:
•
•
•
•
•
•
•
•
•
•
•

http://blogs.usyd.edu.au/eresearch/ - eResearch, Education and Educational Research
http://english-webometrics.yu.ac.kr/ - The World Class University (WCU) Webometrics
Institute at Yeungnam University
http://humanecology.possumpalace.org/blog/ - The Human Ecology Forum
http://julianhopkins.net/ - A blog about anthropology and blogging
http://linkanalysis.wlv.ac.uk/ - The online version of Mike Thelwall's book Link
Analysis: An Information Science Approach
http://mahmoudlis.blogspot.com/ - A webometrics blog
http://mauricioserafim.net/ - Administration, Education Blog, Cyberculture and Research.
http://michaeltheaney.com/blog/ - A blog "focusing on organization in American politics,
with particular attention to the importance of social networks"
http://www.oii.ox.ac.uk/ - The Oxford Internet Institute at the University of Oxford
http://sonic.northwestern.edu/ - The Science of Networks in Communities (SONIC)
research group
http://www.bryanchung.net/ - Digital Art, Software Design, Popular Culture and
Entertainment

17 Note that when the VOSON crawler finds two or more pages from the same hostname linking to a seed site, only
the page that is first collected by the VOSON System is exported to NodeXL (note that all other pages are stored
by the VOSON System, but they are presently not exported to NodeXL). For example, there are links to the
VOSON Project website on both the Australian Demographic and Social Research Institute
(http://adsri.anu.edu.au) homepage and the academic homepage of my colleague Mathieu O'Neil
(http://adsri.anu.edu.au/people/visitors/mathieu.php), but only the URL for Mathieu's page is exported to
NodeXL because it was picked up in the data collection process first.
18 These 15 seeds were more-or-less randomly selected from the 67 websites that link to the VOSON Project site.
As noted previously, the more correct terminology is that these pages were "promoted" to be seeds, since they
were already in the database (they link to the VOSON Project site).
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•
•
•
•

http://www.connectedaction.net/ - Sociology and the Internet, Social Media, and Mobile
Social Software
http://www.ehess.fr/ldh/Services/liste_liens_web_ADR.php - Resources for the analysis
of relational data and social networks
http://www.hpcoders.com.au/ - Consulting in high performance scientific and
engineering computing.
http://www.ncess.ac.uk/ - The UK National Centre for e-Social Science

The VOSON System will collect the data for the additional 15 seeds using the same crawl
parameters as were originally set, and again the user is informed by email when the data
collection process has finished. After the second stage of data collection, there are now 3,962
nodes in the network, which is displayed in Figure 12.9 again using the Fruchterman-Rheingold
algorithm (this time the Ringset attribute was used to color the vertices, with blue for the seed
sites, and red for the rest).

Figure 12.9: NodeXL visualization of the VOSON 2 degree hyperlink network

created by crawling http://voson.anu.edu.au plus 15 additional seed sites that link
to it

The substantial increase in the size of the hyperlink network for a relatively modest increase in
the number of seeds (and recall that the crawl parameters were also set so as to minimize the
amount of data returned) is a reminder to the analyst of the vastness of the World Wide Web and
the fact that hyperlink networks can very easily "blow up" in size. If my goal is to use the
hyperlink network to find out something about the slice of cyberspace that the VOSON Project
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site occupies, discovering related projects that I should be aware of or who should perhaps know
about VOSON, the network displayed in Figure 12.9 is going to be very difficult to work with.
The majority of the sites in this network are not going to be relevant to the VOSON Project since
they are connected to blog seed sites (for example) which most likely focus on a number of
issues or topics. We are thus facing the problem that information retrieval specialists refer to as
"topic drift".
A way to deal with topic drift is to use the filter tool in NodeXL to create a sub-network
consisting only of the 16 seeds sites plus "important" sites, where a site is deemed important here
if it has more than one connection or edge to the rest of the network. So a site will be considered
unimportant and therefore not included in this sub-network if it only directs a hyperlink to a
single seed site or conversely, only has one seed site directing a hyperlink to it. In contrast to
undirected networks that have a single degree metric for each vertex, directed networks have two
degree metrics for each vertex: in-degree - the number of incoming edges; out-degree - the
number of outgoing links. NodeXL will look to see if the network is directed or undirected and
populate the appropriate metrics when you choose Graph Metrics. For this reason, NodeXL will
not compute degree for directed networks and so the simplest method for identifying the subnetwork of seeds plus important sites is to take the following steps:
•

Set the Graph Type to undirected

•

Merge duplicate edges (Prepare data -> Merge Duplicate Edges menu item)

•

Compute the graph metrics (Graph Metrics menu item). Note, to create this sub-network,
only degree needs to be computed (selecting all metrics will be time consuming in a
network of this size). In the Vertices worksheet sort the “Degree” column largest to
smallest, which will put the sites with the highest degree on top. Go over to the colour
column and you will see that all the seed sites (coloured blue, since we have used the
Ringset attribute to color vertices) have a degree of 2 or greater.

•

In Autofill Columns, select the Vertex Visibility to be “Degree” and then in the drop
down box beside it select “Greater than or equal to” and enter the number “2” in the box.
Click OK. Click the “Autofill” button at the bottom of the Autofill dialog.

•

Set the Graph Type back to directed and press the "Refresh Graph" button. The resulting
subgraph is shown in Figure 12.10.

Draft (February 11, 2010)

Chapter 12: WWW Hyperlink Networks

19

Figure 12.10: A filtered NodeXL visualization of the VOSON Project local hyperlink

network containing 16 seed sites plus related "important sites"

The resulting subgraph has 295 vertices. You can now proceed with analysis of the subgraph,
but before doing that, you may like to first save it into its own workbook so if you want to do
further analysis later, you don't need to go through the filtering process again. To save the
subgraph into its own workbook, right-click in the graph pane and choose Select All->Vertices
and Edges (all the vertices and edges will turn red). Then select Export->Selection to New
NodeXL Workbook and save the resulting workbook.
Before proceeding with the analysis of the subgraph of seed sites plus important sites, there is
another point to be made about the above process of filtering vertices. In the previous approach
we only selected on a single attribute (vertex degree). This worked because in this particular
network, all the seed sites have a degree greater than two, but what if some of the seed sites were
isolates or had a degree of one? The above approach would have not included these sites in the
resulting filtered network. In such a situation, the way to proceed is to use a customized formula
in the Visibility column of the Vertices worksheet (rather than using Autofill Columns). If you
look in this column, you will see that the earlier use of Autofill Columns has led to a one "1"
being placed in the Visibility column for sites that are included in the subgraph, and zero
otherwise. It is therefore possible to use an IF function in the Visibility column so that a vertex
is made visible (i.e. gets a one in this column) if it has degree greater than or equal to two OR
Ringset equal to one (i.e. a seed site).
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While Figure 12.10 is an improvement, it is still somewhat lacking in terms of enabling
analytical insights into the hyperlink network in which the VOSON Project website is embedded.
Figure 12.11 provides another view of the same network where Autofill Columns and a
customized VLOOKUP formula have been used to alter vertex color, shape and size in the
following way: vertex color is mapped to generic TLD, vertex size is proportional to vertex indegree and the vertices for the seed sites have been set to solid squares (except that for the
VOSON Project site, which is set to a solid triangle).
Figure 12.11: NodeXL visualization of the local hyperlink network for the VOSON
Project (filtered). Seed sites are solid squares (except for the VOSON Project

website, which is a solid triangle), while other sites are discs. Vertex size is
proportional to in-degree and vertex color corresponds to generic TLD (.edu turquoise, .org - blue, .com - red, .net - brown)

Figure 12.11 reveals a remarkable amount of information about where the VOSON Project
website sits in cyberspace. First, while the VOSON Project website occupies a central position
in this network (at least based on the visualization), it should be emphasized that this is largely a
product of the data collection process (the 15 other seed sites were chosen among those sites that
link to the VOSON site). An interesting feature of Figure 12.11 is that the graph is divided into
two parts. The bottom 2/3 of the graph is occupied by 10 of the seed sites and all of these (apart
from www.hpcoders.com.au and mahmoudlis.blogspot.com) are academic websites and the
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majority of non-seed sites in this part of the graph are either academic sites or ".org" sites.19 This
part of the graph is dominated by three vertices which all have a particular focus on e-Research blogs.usyd.edu.au/eresearch, www.ncess.ac.uk and www.oii.ox.ac.uk. The other portion of the
graph is occupied by the remaining six seed sites, all of whom are blog and/or consulting sites,
and the non-seed sites in this part of the graph are primarily commercial sites.
So the local hyperlink network for the VOSON Project is neatly divided into two parts or
communities, one reflecting an academic/non-profit focus and the other a more commercial
focus. The VOSON Project site and the academic blog site blogs.usyd.edu.au/eresearch are on
the boundary between these two parts of the graph. As the leader of the VOSON Project, I find
that this visualization makes inherent sense: the VOSON Project has its origins in academia (in
particular, e-Research) but the development of VOSON methods and tools have been informed
by commercially-oriented or funded web research, and there is increasing interest and awareness
of VOSON in the commercial sector.
So the visualization of the VOSON Project's online brand presence in Figure 12.11 accords with
where the project is currently positioned. To the extent that the VOSON research methods and
services are increasingly being used in more commercially-oriented web research (and this
chapter reflects a move in such a direction) then it will be interesting to see how the composition
of the VOSON Project local hyperlink network changes in the future.
12.5 VOSON Data Provider example 2: What is the hyperlink network of this
[field/industry/sector]?
For this second example of using NodeXL to collect and analyze hyperlink networks, let's
assume that you have developed a new service (or software tool) for social network analysis and
you are ready to start selling it. Let's make the further (very reasonable) assumption that the web
will be the primary medium for marketing and sales. You have set up your website, but how do
you get potential customers to find out about your fantastic new social network analysis tool or
service?
The "build it and they will come" strategy is unlikely to work. Another approach could be to buy
Google sponsored links, but this can be expensive and customers are often more interested in the
left-hand side of their web search page, the "organic" search results. Furthermore, a lot of
customers will not find out about your software by searching Google but will discover it by
reading reviews or comments on other authoritative sites e.g. blogs focused on social network
analysis, and it is links from these types of sites that drive organic search engine rankings.
Prioritizing these sites for contact and marketing may be a good strategy. But how to find these
sites? One strategy is to use the VOSON Data Provider to construct a hyperlink network map of
sites focused on social network analysis. By studying this map you will be able to discover what
other social network analysis tool providers are out there and who is linking to them.
19 www.ehess.fr is the French higher education institution, the School for Advanced Studies in the Social Sciences.
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For this example, we create a VOSON database with the data collection parameters set so that
only the first 100 inlinks to a seed site will be collected, and the crawler will only crawl the first
page of each seed site (these parameters were set to minimize the size of the resulting hyperlink
network). In the add seed sites dialog, the search term "social network analysis" was entered and
the "Search" button pressed. After a few seconds the VOSON System returned (via the Yahoo
API) the top 100-ranked pages that are focused on SNA are displayed in the "New seed site(s)"
text box (Figure 12.12).

Figure 12.12: NodeXL “Add seed sites to VOSON database” dialog with 16 seed

sites plus related "important sites"

Once again, simply perusing the list of pages returned by the Yahoo API can be a fascinating
exercise for someone working in the topic area of the search, in this case the area of social
network analysis. However, network methods help us understand more deeply who is working
in this space and how they are linked to one another. At this point, you might want to quickly
look through the list to check that all the returned pages are in fact relevant; irrelevant pages can
be simply deleted from the text box by highlighting the row and pressing the delete key. The rest
of the pages can then be added as seed sites by pressing the "Add seed(s)" button (for this
example, we just added all 100 pages as seeds). You can then close the add seed sites dialog and
grab a coffee (or go to bed) while the VOSON System collects and processes the hyperlink
network data.
Even with setting the data collection parameters so as to not return too much data, the use of 100
seed sites leads to a reasonably large hyperlink network of 6049 nodes. For the reasons noted
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above this network is likely to suffer from topic drift and a network of this size is going to be
difficult to analyze, at least using visualization approaches. So as was done above, we create a
subnetwork consisting only of the seed sites plus important sites - this is a network with 896
nodes, and is shown in Figure 12.13 (using the Fruchterman-Reingold layout). This figure
displays the favicons for seed sites while other sites are represented by a red dot. Note that if the
favicon was not collected for a particular seed site (i.e. it does not exist, or you did not check the
"Collect favicon.ico" checkbox in the "Create VOSON database" dialog), then a default image (a
red cross) is shown. Around 40 of the seed sites have favicons, and for the others the default
image is used.

Figure 12.13: A filtered NodeXL visualization of seed sites focused on "social
network analysis" plus important sites (sites with degree greater than or equal to
two). The favicon (where available) is displayed for the seeds, while red discs are
used to represent non-seed sites.

A final visualization is made by creating a subgraph containing only the seed sites (Figure
12.14).20

20 While 100 seed pages were used to create the dataset, the network in Figure 12.14 only contains 88 vertices. The
reason for the discrepancy is the fact that seed pages from the same website (e.g.
http://en.wikipedia.org/wiki/Social_network_analysis and
http://en.wikipedia.org/wiki/Social_network_analysis_software) were merged together to form a single vertex.
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Figure 12.14: A filtered NodeXL visualization of seed sites focused on "social
network analysis", using the favicon (where available) for the graph vertex

It is immediately apparent from this graph that a few sites are taking very central or important
roles within this hyperlink network. While it is possible in NodeXL to identify these actors by
interactively working with the graph (placing the cursor on the vertices and finding out who they
are from the Vertex worksheet), it is also helpful to make use of the column sort feature in the
Vertex worksheet. Sorting the Vertices worksheet by various columns can bring different types
of websites to the top, from the most peripheral to the most central.
In terms of in-degree, the top five sites are: the International Network for Social Network
Analysis INSNA (http://insna.org), Analytic Technologies - the distributors of the UCINET
social network analysis software (http://www.analytictech.com), the academic homepage of
Vladimir Batagelj who is the creator of the Pajek social network analysis software
(http://vlado.fmf.uni-lj.si), orgnet.com social network analysis software and services
(http://www.orgnet.com) and the homepage of the academic Robert Hanneman
(http://faculty.ucr.edu/~hanneman). So, three of the top-five sites (ranked by in-degree) in this
hyperlink network are social network analysis software or service providers; a new entrant to this
market would most likely want to closely study the web presence of these three entities with the
aim of learning exactly who is linking to these sites.
It is possible to identify the sites that are taking the role of linking to other sites by sorting on
out-degree. Based on this vertex measure, the top-five sites in this hyperlink network are:
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Wikipedia (http://en.wikipedia.org), Answers.com (http://www.answers.com), the homepage of
the academic Steffen Mazanek (http://www.steffen-mazanek.de), INSNA (http://insna.org) and
Analytic Technologies (http://www.analytictech.com). It is not particularly surprising that
Wikipedia, Answers.com and INSNA are in this top-five, but it was interesting to discover that
Steffen Mazanek and also the providers of UCINET are taking an important role in directing
their visitors to other web-based resources focused on social network analysis.
Finally, betweenness centrality can be used to identify those sites that are connecting disparate
parts of this subgraph and on this measure, three sites - Wikipedia, INSNA and Analytic
Technologies - were head and shoulders above the rest.
The reaction to the above analysis of someone who is very familiar with the field of social
network analysis might possibly be "so Wikipedia and INSNA are important vertices in the
hyperlink network relating to social network analysis, so tell me something I don't know!". But
even with this very simple data collection and analysis involving the identification of a handful
of top-ranked I discovered one important site that I wasn't aware of (Steffen Mazanek's
homepage) and I also learned that Analytic Technologies, while primarily known as a provider
of social network software, is also taking an active role in directing people to other websites
focused on social network analysis. If the analysis were extended to the top-10 sites or beyond,
then I would definitely be discovering new sites that might be important for my strategy for
building the web presence of the VOSON Project. One concrete "take home" for me from this
simple analysis is that none of the five top-ranked sites (in terms of out-degree) direct hyperlinks
to the VOSON Project website. If I want to develop the web visibility and prominence of the
VOSON software, then I perhaps need to do something about this situation! Submitting a
request to these sites that they link to my web site along with a reason for doing so may result is
significant increases in traffic and visibility.
If the field that you want to map is one that you are not particularly familiar with, or perhaps it is
larger than the (still) relatively small field of social network analysis used in this example, then it
will not be possible for you to know all the main actors, regardless of how long you have been in
the field. In such a situation then using NodeXL in the manner described above will be
extremely useful.
12.6 Advanced topics
This chapter has provided an introduction to collecting and analyzing hyperlink network data
using NodeXL. There are three advanced topics that should be mentioned briefly.
Blogging was one of the first forms of Web 2.0 behavior, and was popular well before Facebook
and Twitter took off. There has been a lot of academic research into blogging networks, e.g.
Adamic and Glance's (2004) analysis of U.S. political blogger activity that illustrated the distinct
opposed clusters in American politics. This chapter is not devoted to using NodeXL to analyze
blog networks for several reasons. There are certain aspects of collecting and processing blog
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network data that mean a crawler optimized for Web 1.0 networks (such as the one used by the
VOSON Data Provider) cannot be effectively used for collecting blogging network data. In
particular, blog researchers are typically interested in identifying the networking behavior
occurring in a particular time period (e.g. Adamic and Glance study the month preceding the
2004 U.S. Presidential election) and it can involve sophisticated text mining procedures to parse
blog post contents, even when RSS feeds are being used to identify the URLs of blog posts at
particular time points. Additionally, it is generally useful to distinguish "permalinks" (hyperlinks
occurring in the body of blog posts) from hyperlinks in "blogrolls" (lists of hyperlinks that sit to
the side of the blog posts) since the former typically reflect the current reading activity of the
blogger and the latter have a tendency to go "stale". Parsing out the permalinks from the blogroll
links can also be technically challenging.
The challenges associated with extracting (at scale) useful research data from blogsites are so
great (and the demand for such data so significant) that there are new companies such as Spinn3r
who provide a dedicated service focused on continually crawling the blogosphere and making
the available (parsed) data via an API (another early example of a company that provided such
an API to collected content was Bloglines21). However, as far as we are aware, such services do
currently provide their data in a form that can be easily converted into hyperlink networks. What
this chapter has shown is that hyperlink analysis using Web 1.0 data is complicated (but is made
significantly easier with NodeXL), but blog networks are even more complicated. So, we will
have to leave blog networks for a future version of the VOSON Data Provider - or perhaps they
will be addressed by another NodeXL spigot developer (there is definitely a market for such a
plug-in) - and another edition of this book.
The other two advanced topics relate to what many regard as the "Holy Grails" of hyperlink
network analysis. Over the years, when presenting my hyperlink network research the two
questions that I have encountered the most have been: "So now I know what the hyperlink
network of field/sector/industry X looks like today, but how did it get to be like this?" and "So
you've shown me the 'pipes' (hyperlinks between websites), but what is the volume of traffic that
flows along them?".
Regarding the first question, statistical analysis of dynamic networks is one of the hot and
challenging topics in social network analysis. Longitudinal network data can help distinguish
social influence (the tendency for people to become like their friends) from social selection (the
tendency for people to seek out other people who are like them). Dynamic analysis of hyperlink
networks will allow researchers to better understand the exact mechanisms by which online
visibility and prominence develop, and how these measures correlate with offline characteristics
of organizations (e.g. profit or other offline measures of success within the field). However
dynamic hyperlink analysis presents additional challenges in terms of data collection. If you
want to know what the hyperlink network of your particular field looked like a year ago, or 5
years ago, then the VOSON Data Provider can't help you (since it only accesses data from the
21 http://www.bloglines.com

Draft (February 11, 2010)

Chapter 12: WWW Hyperlink Networks

27

current state of the live web). However the Internet Archive22 have been archiving the web since
1997 and while they do not currently have a publicly-available API (their archived data is only
accessible via a web browser via the Way Back Machine) perhaps a future version of NodeXL
will include a spigot that connects up to the Internet Archive.
Finally, the VOSON Data Provider for NodeXL can be used to discover the hyperlinks that exist
between websites, but it provides no insight into what traffic is flowing along these edges. Such
information is difficult to access unless you have access to the web logs of the relevant websites
(e.g. you own them). However there are companies that do collect web traffic data - Hitwise23
access these data from various Internet Service Providers in different countries and Alexa24
collects them via people downloading and installing a special browser toolbar - and again,
perhaps web traffic data will become available to NodeXL users in the future.
12.7 Practitioner’s summary
This chapter has focused on an approach and associated tool for quantitatively mapping and
understanding organizational (Web 1.0) web presence. For someone who wants to use NodeXL
to understand and improve their organizational web presence, the strategy that is used will
depend on who you are and what you are aiming to be within your particular field or industry.
Kleinberg (1999) introduced the idea that there are two types of sites on the web: "hubs" are sites
that are primarily focused on directing visitors to interesting/important/useful information that is
found on other websites ("authorities"), with a good hub being a site that hyperlinks to many
good authorities, and a good authority being a site that receives hyperlinks from many good
hubs.
While the Kleinberg classification of hubs and authorities will not be useful for understanding all
types of behavior or roles on the web, one can get a lot of mileage from this concept. A number
of times I have presented hyperlink networks to audiences who are familiar with the field or
industry that is being mapped, but have never heard of Kleinberg's work, and yet find the
concept of hubs and authorities immediately useful as an explanation of the behavior within the
online network. In the second example looked at above, even though the Kleinberg hub and
authority scores were not calculated25, it appeared that the authority sites (high in-degree) tended
to be providers of social network analysis software or services while the hub sites were
exemplified by sites such as Wikipedia and Answers.com. An interesting finding was that a
software provider (Analytic Technologies) also appeared to be exhibiting hub-like behavior.
So if it makes sense for you to be either a hub or an authority in your field or industry, then the
actionable insights that can be gained from using NodeXL to map the relevant hyperlink network
are very clear. For example, assume you have just set up a site focused on social network
22
23
24
25

http://www.archive.org
http://www.hitwise.com
http://www.alexa.com
Kleinberg's (1999) Hyperlink Induced Topic Search (HITS) algorithm is currently not implemented in NodeXL.
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analysis and you want your new website to become THE place for the latest information on the
field (and you plan to monetize the website with banner advertising). You therefore aspire to be
a good hub within your hyperlink network (since you will be hyperlinking to other websites that
provide authoritative tools and specialist information on social network analysis) and so your
strategy would be to use NodeXL to identify the authority sites that you should be linking to. On
the other side of the coin, assume (as was done initially) that your role in the field of social
network analysis is to provide specialist and authoritative tools and services. In aspiring to be a
major authority within the hyperlink network, your strategy would be to use to NodeXL to
identify the hub sites that should be linking to you.
So, the simplest example of using NodeXL to improve your organizational web presence
effectively boils down to: use NodeXL to identify the leaders in your field or industry and try to
understand what it is about their hyperlink network that reflects (and probably) contributes to
their success. And then try to emulate their success. In such a situation, NodeXL can provide
actionable insights for improving your organizational web presence. Used over time it can
provide a series of images and metrics that measure how closely you have come to your goals.
However, we finish this section with two caveats. First, it is important to realize that a graphtheoretic measure of importance within a field, such as good authority or hub scores in the
hyperlink network, is only one source of information and needs to be balanced against
everything else you know about the field. There will always be cases of organizations whose
online presence or importance does not accord with the reality. The most important organization
in your field may have a non-existent web presence (i.e. not even appear as a vertex in your
hyperlink network) and this could be due to measurement error (you made a typo when entering
the URL as a seed, or the website happened to be offline when the VOSON crawler visited) or it
could be a real finding. You need to know enough about the industry or field that you are
mapping to be able to pick up such potential issues as they will skew results and cause
embarrassment (or worse).
Second, the importance of proper data preparation and cleaning cannot be underestimated.
Hyperlink network analysis necessarily involves automated techniques (the examples presented
in this chapter would be infeasible using manual techniques), but a lot of the data processing will
still require human input i.e. domain knowledge and without this input, the hyperlink network
may have no real meaning. The "Garbage In, Garbage Out" phrase is very applicable to Web 1.0
networks.
12.8 Researcher's agenda
Hyperlink networks have existed since the dawn of the web, and they are still an incredibly
important aspect of the online behavior of the commercial entities, private individuals and
government. Hyperlink data have been used for research into e-government, e.g. Escher et al.'s
(2005) empirical analysis of the impact of the web on the "nodality" of government (the
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government's position at the center of social and informational networks). The use of hyperlink
data for competitive business intelligence has been investigated by Vaughan and You (2005),
who construct networks of telecommunication company Websites using co-link data (if page X
and Y are both linked to by page Z, then X and Y are colinked, and the number of colinks that
two pages share is a measure of their similarity) and show that visualization of these networks
correctly maps the companies into industry sectors.
We are not aware of examples of e-government research where hyperlink network data has been
analyzed using formal social network analysis methods i.e. via the construction of a complete
hyperlink network relevant to (say) a government department or a sector of government. Instead,
research such as that by Escher et al. (2006) has focused on raw counts of hyperlinks to or from
government sites (without ascertaining the attributes of the site sending or receiving the
hyperlink) as measures of e-government performance. It is not clear why formal social network
analysis has not yet been used in e-government research using hyperlink data, but the vastness of
the web certainly poses a challenge; as noted by Ackland (2009), using network sampling to
extract complete hyperlink networks may be a way forward. We expect the availability of tools
such as NodeXL to have a positive impact on e-government hyperlink research.
As mentioned above, dynamic hyperlink analysis is a fruitful area of research, as is research into
approaches for jointly analyzing hyperlink and text content data. Finally, a promising area of
methodological research involves mixed-methods approaches where quantitative hyperlink
analysis is combined with network ethnographic (e.g. Howard 2002) qualitative methods.
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